


Concern over future security threatens to be the biggest blocker to the
successful implementation of artificial intelligence (Al). According to the Cisco
Al Readiness Index, security tops the list of Al infrastructure priorities among
enterprise organisations. Moreover, less than a third (31%) of those surveyed feel
fully capable of securing agentic Al systems.

For highly-regulated industries with exacting compliance and governance rules
—such as financial services and pharmaceuticals—these pain points are doubly
felt.

Yet rather than act as a blocker, can an organisation turn Al security into a
competitive advantage? Can it implement stronger infrastructure in order to
realise business value?

These were among the key questions considered during a mid-June CIONET
executive roundtable, convened in association with Cisco. The event provided a
perfect opportunity to take stock of Al objectives and for senior IT and security
leaders to compare notes.

Here are the key takeaways from an evening, shaped in part by the recent
development in frontier models such as Anthropic’'s Mythos.

Mythos, Glasswing and the changing pace of threats

When the Claude Mythos Al program found vulnerabilities in decades-old IT
infrastructure earlier this year, it was a wake up call for the industry. The
vulnerability—having previously gone undetected despite rigorous and regular
testing by the world’s many thousands of cyber security vendors—caused
consternation and led to headlines such as ‘Mythos: The Anthropic Model That
Crashed Cyber security’. It also prompted predictions of a “summer of
turbulence”.
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In an effort to both understand and to mitigate the potentially harmful
consequences of powerful frontier models like Mythos, Anthropic quickly
established Project Glasswing. The project gives restricted access to invited
organisations so that they can interrogate the model to detect vulnerabilities.
Even before Glasswing, Anthropic claimed that Mythos Preview had already
found thousands of high-severity vulnerabilities, including some in every major
operating system and web browser. Cisco is one of those organisations party to
Project Glasswing and in the eight weeks prior to the roundtable event, it had
scanned 1.8 billion lines of code, creating patches as appropriate.

As things change, they remain the same

So, to what extent should the impact of these frontier models change the way
organisations approach cyber security? On the one hand, speed of response will
be of the essence in the face of an Al model so powerful that it can
autonomously find and exploit dangerous software vulnerabilities. And yet,
some of the fundamentals will remain the same.

First, Al in the hands of malign actors should act as a reminder to every CISOs
that there are no silver bullets. Remind them, too, to take patching seriously and
to have a robust strategy for managing outdated technology. Tech debt is likely
to rise up the corporate agenda. Similarly, the emergence of autonomous
machines in the shape of agentic Al demands that security leaders go back to
first principles and ask: What is the agent for? Who is responsible for it? What is
it permitted to do? Where is it permitted to go within the network?

Good practice demands that organisations ensure that there is a human in the
loop (or as one organisation represented at the roundtable describes it, “an
expert throughout the loop”). In practice that means that an experienced
security professional is on hand to check the workings of the agent across
traditional phase gates of an IT project. This is Al good practice but it's also
traditional security good practice, too.

Another attendee compared generative Al, at its present stage of development,
to a “clever toddler. Give it a box of matches and it won't be long before my
kitchen is on fire.” Understanding, therefore, how to exploit the intelligence
while placing ethical guardrails around a technology that is absent of
responsibility will be key to successful and secure GenAl adoption.
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Governance, compliance and an appetite for risk

Asked for the biggest reasons why Al development has been slower than hoped,
a majority of senior leaders cited regulation, compliance and the lack of agreed
security governance frameworks for Al. While acknowledging the legitimacy of
these concerns, others argued that none should act as an excuse for inaction.

Each organisation has to assess its own risk appetite and move forward on that
basis. In the words of one attendee: "“Don't let perfection be the enemy of the
good.” To this end he urged that organisations create an initial (and, inevitably,
imperfect) governance framework that provides the permission to begin. The
governance principles can be improved over time.

Separately, a straw poll of the wider CIONET membership—conducted in the
run up to the event—suggests that just under half (45%) of organisations have a
formal Al governance policy in place with a further 39% in the process of
putting one together. That leaves the remaining 16% insisting that while there is
no framework today, it is “on the radar”.

Learning lessons in value from the Pacesetters

With reference to the Cisco Al Readiness Index, those best embracing the Al
opportunity are 'the Pacesetters’, representing 13% of all organisations. What
marks out the Pacesetters from the rest? Broadly three characteristics. First,
they typically treat Al as core strategy not as experimentation. Second, they
invest in governance and in scalable infrastructure. And third, they rigorously
track return on investment (ROI) and prioritise outcomes.

The research found that Pacesetters are 1.5 times more likely to report gains in
profitability, productivity and innovation. In the words of the report: “Most chase
value. The Pacesetters capture it.

How to turn Al security into a competitive advantage — a CIONET executive
roundtable in association with Cisco — took place on Thursday 11 June 2026 at
Andaz Liverpool Street, London.
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About CISCO

Cisco is the worldwide technology leader that is revolutionizing the way organizations
connect and protect in the Al era. For more than 40 years, Cisco has securely
connected the world. With its industry leading Al-powered solutions and services, Cisco
enables its customers, partners and communities to unlock innovation, enhance
productivity and strengthen digital resilience. With purpose at its core, Cisco remains
committed to creating a more connected and inclusive future for all.
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About CIONET

CIONET is the leading community of more than 10,000 digital leaders in 20+ countries
across Europe, Asia, and the Americas. Through this global presence CIONET
orchestrates peer-to-peer interactions focused on the most important business and
technology issues of the day. CIONET members join over a thousand international and
regional live and virtual events annually, ranging from roundtables, programs for peer-
to-peer exchange of expertise, community networking events, to large international
gatherings. Its members testify that CIONET is an impartial and value adding platform
that helps them use the wisdom of the (IT) crowd, to acquire expertise, advance their
professional development, analyse and solve IT issues, and accelerate beneficial
outcomes within their organisation.
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